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Figure 1. Examples of distributions of ∥Ct+1 − Ct∥1. Red line is
the 95% quantile.

A. Robust Estimation of the Temporal Varia-
tion Bound ϵ∗ (Sec. 3.1)

The definition of ϵ∗ in Eq. (3) of the main paper follows
the classical principle of estimating a population-level up-
per bound from finite samples. However, directly adopting
the empirical maximum over adjacent-frame L1 ChF dis-
tances may lead to instability: the maximum is often dom-
inated by rare outlier frames caused by annotation noise,
sudden camera jitter, or atypical scene transitions. Such ar-
tifacts do not represent meaningful temporal dynamics of
crowd flow and therefore would distort the intended statis-
tical prior.

To obtain a robust and distribution-consistent estimate
of the intrinsic temporal variation, we replace the empir-
ical maximum with a high quantile of the adjacent-frame
distance distribution. Fig. 1 visualizes the distribution on
MALL [1] and FDST [3]. Instead of using the 100% quan-
tile, we adopt the 95% quantile (marked in red) as the de-
fault value of ϵ∗ in all experiments. This choice retains the
vast majority of statistically plausible temporal variations
while effectively excluding noisy extremes.

This strategy is theoretically aligned with our formula-
tion:
• the bound ϵ∗ is meant to reflect statistically admissible

variation,
• not the worst-case fluctuation caused by anomalies,
• and therefore should be estimated at the population scale,

not dictated by a single outlier sample.
To empirically verify the stability of this robust estimator,
we conduct an ablation study using different quantile levels.
Results in Table 1 show that:
1. Performance is stable across a wide range of high quan-

tiles (90–97.5%), indicating that the ST prior is not sen-
sitive to small changes in ϵ∗;

2. The 95% quantile yields the best performance, demon-

ϵ∗ 90% 92.5% 95% 97.5% 100%
MAE MSE MAE MSE MAE MSE MAE MSE MAE MSE
14.7 21.4 14.3 20.6 14.1 19.9 14.4 19.9 16.1 24.8

Table 1. Ablation on the choice of quantile on DRONECROWD
[8]. We evaluate different quantile levels of the adjacent-frame L1
ChF distance distribution when estimating ϵ∗.

strating an effective balance between capturing true tem-
poral dynamics and suppressing noise-driven deviations;

3. The full 100% maximum substantially degrades perfor-
mance, confirming its susceptibility to outliers.

Together, these findings validate our use of a quantile-
based estimator for ϵ∗ as a principled, data-driven, and
robust approximation to the intrinsic temporal variation
bound.

B. Visual Results

To complement the quantitative results reported in the pa-
per, we provide qualitative density-map visualizations on
VENICE [5] and DRONECROWD [8]. These two bench-
marks represent two of the most challenging conditions
in our evaluation: VENICE has very limited training data
and relatively low frame rates, while DRONECROWD fea-
tures aerial viewpoints where people appear at extremely
small scales and the test scenes differ substantially from the
training scenes. Together, they cover complementary diffi-
culty regimes—data scarcity and severe visual scale reduc-
tion—and thus serve as representative examples for examin-
ing model behavior under challenging temporal dynamics.
Fig. 2 and Fig. 3 show consecutive frames with ground-truth
density maps and predictions from models trained with and
without our statistical regularizer (SR).

Across both datasets, three consistent observations
emerge.
1. With the proposed SR, the predictions become closer

to the ground truth at both global scale and in the two
cropped local regions. This behavior aligns with our
formulation: by penalizing statistically implausible tem-
poral deviations, the regularizer constrains the model to
search within solutions of controlled complexity, which
improves video crowd counting (VCC) accuracy without
architectural changes.

2. In both figures, the predictions obtained without the SR
exhibit larger frame-to-frame fluctuations in total counts,
both at the global and local level. Since the count vari-
ation in the ground truth is comparatively small, these
fluctuations are unlikely to stem solely from true scene



Figure 2. Density map visualization on the VENICE [5] dataset. Each column corresponds to a continuous time point t1 ; t2 ; t3 ; t4 . For
each time point, we display a 3-image composite in a pyramid layout: the full frame is shown on top, and two spatially cropped local
regions from the same frame are placed at the bottom-left and bottom-right. The �rst row (“IMG”) shows the raw images; the second row
(“GT”) shows the corresponding ground-truth density maps; the third row (“W/O SR”) shows the predictions generated by a model trained
without our statistical regularizer; and the fourth row (“W/ SR”) shows the predictions of a model trained with our regularizer. For all
density maps, the total predicted count is annotated in the lower-right corner.

motion. The reduced variation observed with the pro-
posed SR aligns with our formulation: predictions vio-
lating the data-driven temporal bound are penalized dur-
ing training. This encourages temporal behavior consis-
tent with the intrinsic statistics of the dataset.

3. Local density maps further indicate that the SR improves
the temporal coherence of spatial density patterns. In
both datasets, predictions without SR sometimes show
unstable local responses—such as regions becoming no-
ticeably fainter, less distinct, or brie�y disappearing in



Figure 3. Density map visualization on the DRONECROWD [8] dataset. Each column corresponds to a continuous time point t1 ; t2 ; t3 ; t4 .
For every time point, we construct a 3-image composite showing the full frame (top) along with two spatially cropped local regions
(bottom-left and bottom-right). The �rst row (“IMG”) presents the raw images; the second row (“GT”) shows the ground-truth density
maps; the third row (“W/O SR”) shows predictions from the model trained without our statistical regularizer; and the fourth row (“W/ SR”)
shows predictions from the model trained with our regularizer. Total people counts are displayed at the lower-right corner of each density
map.

later frames despite being present in the ground truth.
In contrast, the SR leads to smoother and more consis-
tent local density evolution that better re�ects the under-
lying scene dynamics. These observations demonstrate
that the SR enhances temporal behavior in local spatial

structure without introducing any inference overhead.
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